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Motivations
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First issue : hazards

1 addi a1, zero, 5

2 muli a1, a1, a1
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First issue : hazards

1 addi a1, zero, 5

2 muli a1, a1, a1

addi F Dc E M Wb

muli F Dc Dc Dc Dc E M Wb

addi F Dc E M Wb

muli F Dc E M Wb

Data hazards (RaW, WaW)
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First issue : hazards

Functional hazards

addi F Dc Di E Wb

lw F Dc Di M Wb

muli F Dc Di E Wb

xori F Dc Di E Wb
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First issue : hazards

Functional hazards

addi F Dc Di E Wb

lw F Dc Di M Wb

muli F Dc Di E Wb

xori F Dc Di E Wb

lw a2 F Dc Di M Wb

lw a3 F Dc Di Di M Wb
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Second issue : variable latencies

lw F Dc E M M M Wb

addi F Dc E E E M Wb

ori F Dc Dc Dc E M Wb

mul F F F Dc E M Wb
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Second issue : variable latencies

lw F Dc E M M M Wb

addi F Dc E E E M Wb

ori F Dc Dc Dc E M Wb

mul F F F Dc E M Wb

lw F Dc E M SoUSoU Wb

addi F Dc E M Wb

ori F Dc E M Wb

mul F Dc Dc E M Wb
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Solution : scheduling

ILP = Instruction-level parallelism =
#executed instructions

# cycles
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Solution : scheduling

ILP = Instruction-level parallelism =
#executed instructions

# cycles

Dynamic

• Directly on processor (OoO=Out-of-Order)

• Working with algorithms (Tomasulo) on instruction window

Static

• During compile-time

• With different solutions (cyclic/acyclic analysis)
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Performance disparity

Baseline iO
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Internship goals

• Understand the origin of the gap between static and dynamic scheduling

• Implement a RISC-V processor (rv32i)

• in-Order, Superscalar

• Which will in the future implement the ideas explained here
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Two origins for OoO processors’ performances

Dynamism vs Speculation

⇒ Change of schedule during execution

• React to hardware change (branch 

prediction, cache misses, …)

• To produce better suited schedules

⇒ Execute instruction that we don’t know if 

we are allowed to / if we should

• Speculative execution across branches

• Speculative execution with memory 

accesses
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Impossibilites to move memory access

1 beqz a1, else

2 lw a2, 0(a1)

3 addi a2, a2, 2

1 sw a2, 8(a0)

2 lw a3, 16(a1)

3 addi a3, a3, 5
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Solutions to this issue

Original

sw a2, 8(a0)

lw a3, 16(a1)

addi a3, a3, 5

HW speculation

lw.a a3, 16(a1)

sw a2, 8(a0)

chk.a a3, recovery Recovery

mov a3, a2

addi a3, a3, -5
SW speculation

lw a3, 16(a1)

sw a2, 8(a0)

sub a4, a1, a0

li a5, 8

bneq a4, a5, else

mov a3, a2
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Experimental results

Baseline iO iO + speculation iCFP + speculation
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Structure of the processor

Branch Unit
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High Level Synthesis

void doCycle(struct Core& core) {

  struct FtoDC ftodc_temp[2];

  bool stalls[7];

  fetch(core.ftodc[0],&ftodc_temp[0]);

  fetch(core.ftodc[1],ftodc_temp[1]);

  ...

  if (!stalls[STALL_FETCH]) {

    core.ftodc[0] = fdtodc_temp[0];

    core.ftodc[1] = fdtodc_temp[1];

  }

  ...

}
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Kanata traces
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Performances

Baseline Superscalar
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Contribution and future work

• Implemented a superscalar RISC-V in comet (in the future : additional ALU, use in OoO 

Comet)

• Produced some experiment contributing the McFarlin’s article (bias/predictability, delay 

slot, …)
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Contribution and future work

• Implemented a superscalar RISC-V in comet (in the future : additional ALU, use in OoO 

Comet)

• Produced some experiment contributing the McFarlin’s article (bias/predictability, delay 

slot, …)

• Learned a lot for future work (in M1) :

‣ Producing multiple schedules, add in the ISA a way to pick among them at runtime 

(cache miss, branch prediction)

‣ Specifying in ISA confidence (and latency) of branch and value prediction
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Thank you for your attention

Any question ?



Appendix



Amdahl’s Law

𝑆latency =
1

1 − 𝑝 +
𝑝

𝑠

where 𝑆latency ≈ task speedup

𝑠 = number threads

𝑝 ≈ parallel portion

• Not that many application can have a high 𝑝 (at best, media treatment can go up to 0.95)

• A theorical and very simple model

• Some other model don’t have such pessimistic results (Gustafson’s Law)
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Cyclic static scheduling

while(i != n) {

  x = a[i];

  y = b[i];

  z = x+y;

  c[i] = z;

  i++;

}

x = a[i];

y = b[i];

i++;

while(i != n) {

  z = x+y;

  x = a[i];

  y = b[i];

  c[i-1] = z;

  i++;

}

z = x+y;

c[i-1] = z;
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Acyclic static scheduling
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Latencies

• L1 : 1-3 cycles (≈ 1 ns)

• L2 : 4-40 cycles (≈ 10 ns)

• L3 : 40-100 cycles (≈ 50 ns)

• RAM : 200 cycles (≈ 100 ns)
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Early branch computation

1 x++;

2 if (y != 0)

3   z++;

22 / 16



Early branch computation

Other instructions
NOP
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Bias vs predictability

1. We want to reorder instruction, but we have branching in the middle of them

2. We’re generous : we suppose we have statistics about the execution

3. Static scheduling ⇒ only one schedule for each part of the code
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Bias vs predictability
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Speculation isn’t dynamism

1 int u = a->b->c + x->y->z;
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Speculation isn’t dynamism

1 int u = a->b->c + x->y->z;

a->b

a->b->c

add

x->y

x->y->z

a->b

MISS

add

MISS

x->y->z

MISS

a->b->c

add

x->y

MISS
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McFarlin experimentation

1. Execute benchmark on OoO simulator

2. Extract code snippets out of the trace

3. Filter them and keep the most frequent one

4. Use these snippet as a database of “static schedules”

5. Modify the frontend of the simulator to use this database

6. Execute again the benchmarks on the simulator
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McFarlin experimentation

1. Execute benchmark on OoO simulator

2. Extract code snippets out of the trace

3. Filter them and keep the most frequent one

4. Use these snippet as a database of “static schedules”

5. Modify the frontend of the simulator to use this database

6. Execute again the benchmarks on the simulator

We removed all dynamism 😀 !

AKA we added speculation to in-Order
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Both instruction dispatched
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